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¢ƘŜ ΨaŀŎƘƛƴŜ-DŜƴŜǊŀǘŜŘ 5ŀǘŀΩ Problem



The Machine-Generated Data Problem

Rate of Growth

Machine-generated/hybrid 
data
ÁWeblogs
ÁComputer, network events
ÁCDRs
ÁFinancial trades
ÁSensors, RFID etc
ÁOnline game data

Human-generated data -
input from most 
conventional transactions
ÁPurchase/sale

ÁInventory

ÁManufacturing

ÁEmployment status 
change

άaŀŎƘƛƴŜ-ƎŜƴŜǊŀǘŜŘ Řŀǘŀ ƛǎ ǘƘŜ ŦǳǘǳǊŜ ƻŦ Řŀǘŀ ƳŀƴŀƎŜƳŜƴǘΦέ
Curt Monash, DBMS2



Current Database Technology: Hitting the Wall
Todayôs database technology requires huge effort and massive hardware
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Upgrade networking infrastructure

Archive older data on other systems

Upgrade/expand storage systems

Upgrade server hardware/processors

Tune or upgrade existing databases

High Growth Low Growth

Source: KEEPING UP WITH EVER-EXPANDING ENTERPRISE DATA

By Joseph McKendrick, Research Analyst; Unisphere Research     October 2010

How Analytic Performance Issues are Typically Addressed ς
by Pace of Data Growth



What if you could achieve much 
higher performance analytics with no 

database tuning and much less 
hardware?



Benchmark: Methodology & Results



Benchmark Objective

Evaluate Analytic Performance of 
Infobright/ Zendversus MySQL/PHP

Software Evaluated

1. InfobrightEnterprise 
Edition 3.5.2 + Zend
Server 5.0.4

2. MySQL 5.0.77 + PHP 5

Parameters Evaluated

Å Loading Time
Å Compression
Å Monitoring Ease
Å Query Resolution Results



Configurations

Hardware CentOS5 64bit w/ 16GB Ram and 16 cores

MySQL 5.0.77 ïIndexed with Star Schema

PHP 5

Infobright EE 3.5.2 ïSingle, flat table; no indexing

Zend Server 5.0.4



National Climatic Data Center (NCDC)

ÁSensor Data ïGlobal Daily Weather Reports ï1929 to 2011

ÁPublicly available - ftp://ftp.ncdc.noaa.gov/pub/data/gsod/

ÁWorldôs Largest Archive of Climate Data

Machine-generated Data Used

ftp://ftp.ncdc.noaa.gov/pub/data/gsod/


Data Load Time and Compression

Bulk Loaders: LOAD DATA INFILE

Load Time Raw Size Compression DB Size 

Infobright 35 Min 20.71 GB 20.5 : 1 1.01 GB

MySQL 100 Min 12.37 GB 0.92 : 1 13.47 GB

Infobright continues to excel as data size grows to the terabyte scale



Monitoring

During Test, Extensive 

Use of:

Query Execution Warnings

- Severe Slow Request 

Execution

Error/Server/Access Logs

- Fatal PHP Errors 

(Development)

Code Tracing

I found ZendServer to be extremely easy to use and to configure.  Its 

functionality allows for easy debugging and monitoring of some tough queries 

we threw at the db.  Plus, Zend Framework helped me get the code up and 

running very quickly.ò

Alba Rico, Benchmark Lead



Baseline: Nine Non-Analytic, Simplistic Queries

Queries - Baseline

Baseline Queries

MyISAM (MySQL) Brighthouse (Infobright)

1 SELECT COUNT(*) FROM reports; SELECT COUNT(*) FROM reports; 

2 SELECT station, COUNT(*) FROM reports GROUP BY station; SELECT Station, COUNT(*) FROM reports GROUP BY station; 

3 SELECT COUNT(DISTINCT station) FROM stations; SELECT COUNT(DISTINCT station) FROM reports; 

4 SELECT COUNT(DISTINCT fips_id) FROM stations; SELECT COUNT(DISTINCT fips_id) FROM reports; 

5 SELECT COUNT(DISTINCT country_name) FROM countries; SELECT COUNT(DISTINCT country_name) FROM reports;

6 SELECT DISTINCT full_date FROM reports; SELECT DISTINCT full_date FROM reports; 

7 SELECT DISTINCT full_date, COUNT(*) FROM reports GROUP BY 

full_date ORDER BY full_date DESC; 

SELECT DISTINCT full_date, COUNT(*) FROM reports GROUP BY full_date

ORDER BY full_date DESC

8 SELECT MAX(max_temp) FROM reports; SELECT MAX(max_temp) FROM reports; 

9 SELECT COUNT(tornado) FROM reports WHERE tornado = TRUE; SELECT COUNT(tornado) FROM reports WHERE tornado = TRUE; 



Simple #1: Reports a descending list of snow depths from all stations who reported a snow depth amount 

on a given date.

Medium #1: Reports a list of station names (and the station's country) with the average precipitation and 

total precipitation calculated from all days that fall within a given range of dates as well as having 

reported snow on the same day. Only stations located above the 5000ft elevation mark are considered 

in this query.

Medium #2:  Reports the maximum max temperature, maximum precipitation, maximum wind speed, 

maximum wind gust, maximum standard deviation of the maximum temperature, and the total number of 

tornadoes reported for the state of Illinois for a given date range.

Complex #1:Reports the country or countries with the maximum standard deviation in temperature for 

counties between the -20000 and 20000 latitude between a given range of dates.

Complex #2: Reports the station, country name, precipitation total, and a description of the precipitation 

report for all reports between the given date where the country name begins with ñUnited'. 

Complex #3: Reports the station, country name, precipitation total, and a description of the precipitation 

report for all reports between the given date where the country name contains ñislandò. Similar to Q5, 

except the pattern matching on the country name is done on the end of the string versus the front. 

Queries - Analytic



Query Performance
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Infobright/Zend 0.002 17.33 9.622 22.99 64.70 14.97 18.26 0.026 0.662 0.050 0.120 11.11 0.487 5.597 4.838

MySQL/PHP 0.0001 41.145 0.0294 0.0148 0.0004 139.3 106.58 53.697 53.281 53.573 53.296 88.598 0 2678.9 87.582
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IB/Zend and MySQL/PHP Performance

Baseline 3-5: MySQL/PHP pulling from dimension table; Infobright/Zend pulling 

from fact.  Baseline speeds can be drastically improved with addition of simple 

dimension tables in Infobright DB.



ÁExpedite Development Capabilities

ÁMonitor LAMP Performance 

Á20X Stronger Data Compression*

Á280% Faster Data Loads*

ÁSuperior Analytic Query Performance

* Results from this benchmark 

Conclusions

Infobright + Zend= Powerful LAMP Pair



The Infobright Approach



What Infobright Delivers

High performance with much less work and lower cost

Faster queries 
without the 

work

ωNo indexes

ωNo projections 
or cubes

ωNo data 
partitioning

ωFaster ad-hoc 
analytics

Fast load / High 
compression

ωMulti-machine 
Distributed 
Load Processor

ω10:1 to 40:1+ 
compression

Low cost

ωLess storage 
and servers

ωLow-cost 
subscriptions

ω90% less 
administration

Fast time to 
production

ωDownload in 
minutes

ωMinimal 
configuration

ωImplement in 
days



Column vs. Row Orientation - Use Cases

Row Oriented ǿƻǊƪǎ ƛŦΧ

ÁAll the columns are needed

ÁTransactional processing is required

Column Oriented ǿƻǊƪǎ ƛŦΧ

ÁOnly relevant columns are needed

ÁReports are aggregates (sum, count, average, etc.)

Benefits

ÁVery efficient compression

ÁFaster results for analytical queries

ÁReading column takes similar CPU resources as 
reading a row

Column-Based Storage

ID Job Dept City

#

#

#

#

#

#

1 Shipping Operations Toronto

2 Receiving Operations Toronto

3 Accounting Finance Boston

1 Shipping Operations Toronto

2 Receiving Operations Toronto

3 Accounting Finance Boston



Data Packs and Compression

64K

64K

64K

64K

Data Packs
ÁEach data pack contains 65,536 data values

ÁCompression is applied to each individual data pack

ÁThe compression algorithm varies depending on data 
type and distribution

Compression
ÁResults vary depending on the 

distribution of data among data packs

ÁA typical overall compression ratio 
seen in the field is 10:1

ÁSome customers have seen results of 
40:1 and higher

ÁFor example, 1TB of raw data 
compressed 10 to 1 would only require 
100GB of disk capacity

Patent-Pending

Compression

Algorithms



Intelligence Not Hardware

ωStores it in the Knowledge Grid (KG)

ωKG is loaded into memory

ωLess than 1% of compressed data size  

Creates information 
(metadata) about the 

data upon load, 
automatically

ωThe less data that needs to be accessed, the 
faster the response

ωSub-second responses when answered by the KG

Uses the metadata when 
processing a query to 

eliminate / reduce need 
to access data

ωNo need to partition data, create/maintain 
indexes, projections or tune for performance

ωAd-hocqueries are as fast as static queries, so 
users have total flexibility

Architecture Benefits


